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9 Grouping, loops and conditional execution

9.1 Grouped expressions

R is an expression language in the sense that its only command type is a function or
expression which returns a result. Even an assignment is an expression whose result is the
value assigned, and it may be used wherever any expression may be used; in particular
multiple assignments are possible.

Commands may be grouped together in braces, {expr_1; ...; expr_m}, in which case
the value of the group is the result of the last expression in the group evaluated. Since such
a group is also an expression it may, for example, be itself included in parentheses and used
a part of an even larger expression, and so on.

9.2 Control statements

9.2.1 Conditional execution: if statements

The language has available a conditional construction of the form

> if (expr_1) expr_2 else expr_3

where expr 1 must evaluate to a single logical value and the result of the entire expression
is then evident.

The “short-circuit” operators && and || are often used as part of the condition in an if
statement. Whereas & and | apply element-wise to vectors, && and || apply to vectors of
length one, and only evaluate their second argument if necessary.

There is a vectorized version of the if/else construct, the ifelse function. This has the
form ifelse(condition, a, b) and returns a vector of the length of its longest argument,
with elements a[i] if condition[i] is true, otherwise b[i].

9.2.2 Repetitive execution: for loops, repeat and while

There is also a for loop construction which has the form

> for (name in expr_1) expr_2

where name is the loop variable. expr 1 is a vector expression, (often a sequence like 1:20),
and expr 2 is often a grouped expression with its sub-expressions written in terms of the
dummy name. expr 2 is repeatedly evaluated as name ranges through the values in the
vector result of expr 1.

As an example, suppose ind is a vector of class indicators and we wish to produce
separate plots of y versus x within classes. One possibility here is to use coplot(),1 which
will produce an array of plots corresponding to each level of the factor. Another way to do
this, now putting all plots on the one display, is as follows:

> xc <- split(x, ind)
> yc <- split(y, ind)
> for (i in 1:length(yc)) {

plot(xc[[i]], yc[[i]])

1 to be discussed later, or use xyplot from package lattice.

p. 42  http://cran.r-project.org/doc/manuals/R-intro.pdf
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9 Grouping, loops and conditional execution

9.1 Grouped expressions

R is an expression language in the sense that its only command type is a function or
expression which returns a result. Even an assignment is an expression whose result is the
value assigned, and it may be used wherever any expression may be used; in particular
multiple assignments are possible.

Commands may be grouped together in braces, {expr_1; ...; expr_m}, in which case
the value of the group is the result of the last expression in the group evaluated. Since such
a group is also an expression it may, for example, be itself included in parentheses and used
a part of an even larger expression, and so on.

9.2 Control statements

9.2.1 Conditional execution: if statements

The language has available a conditional construction of the form

> if (expr_1) expr_2 else expr_3

where expr 1 must evaluate to a single logical value and the result of the entire expression
is then evident.

The “short-circuit” operators && and || are often used as part of the condition in an if
statement. Whereas & and | apply element-wise to vectors, && and || apply to vectors of
length one, and only evaluate their second argument if necessary.

There is a vectorized version of the if/else construct, the ifelse function. This has the
form ifelse(condition, a, b) and returns a vector of the length of its longest argument,
with elements a[i] if condition[i] is true, otherwise b[i].

9.2.2 Repetitive execution: for loops, repeat and while

There is also a for loop construction which has the form

> for (name in expr_1) expr_2

where name is the loop variable. expr 1 is a vector expression, (often a sequence like 1:20),
and expr 2 is often a grouped expression with its sub-expressions written in terms of the
dummy name. expr 2 is repeatedly evaluated as name ranges through the values in the
vector result of expr 1.

As an example, suppose ind is a vector of class indicators and we wish to produce
separate plots of y versus x within classes. One possibility here is to use coplot(),1 which
will produce an array of plots corresponding to each level of the factor. Another way to do
this, now putting all plots on the one display, is as follows:

> xc <- split(x, ind)
> yc <- split(y, ind)
> for (i in 1:length(yc)) {

plot(xc[[i]], yc[[i]])

1 to be discussed later, or use xyplot from package lattice.

p. 42  http://cran.r-project.org/doc/manuals/R-intro.pdf

> a <- b <- c <- 5
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9 Grouping, loops and conditional execution

9.1 Grouped expressions

R is an expression language in the sense that its only command type is a function or
expression which returns a result. Even an assignment is an expression whose result is the
value assigned, and it may be used wherever any expression may be used; in particular
multiple assignments are possible.

Commands may be grouped together in braces, {expr_1; ...; expr_m}, in which case
the value of the group is the result of the last expression in the group evaluated. Since such
a group is also an expression it may, for example, be itself included in parentheses and used
a part of an even larger expression, and so on.

9.2 Control statements

9.2.1 Conditional execution: if statements

The language has available a conditional construction of the form

> if (expr_1) expr_2 else expr_3

where expr 1 must evaluate to a single logical value and the result of the entire expression
is then evident.

The “short-circuit” operators && and || are often used as part of the condition in an if
statement. Whereas & and | apply element-wise to vectors, && and || apply to vectors of
length one, and only evaluate their second argument if necessary.

There is a vectorized version of the if/else construct, the ifelse function. This has the
form ifelse(condition, a, b) and returns a vector of the length of its longest argument,
with elements a[i] if condition[i] is true, otherwise b[i].

9.2.2 Repetitive execution: for loops, repeat and while

There is also a for loop construction which has the form

> for (name in expr_1) expr_2

where name is the loop variable. expr 1 is a vector expression, (often a sequence like 1:20),
and expr 2 is often a grouped expression with its sub-expressions written in terms of the
dummy name. expr 2 is repeatedly evaluated as name ranges through the values in the
vector result of expr 1.

As an example, suppose ind is a vector of class indicators and we wish to produce
separate plots of y versus x within classes. One possibility here is to use coplot(),1 which
will produce an array of plots corresponding to each level of the factor. Another way to do
this, now putting all plots on the one display, is as follows:

> xc <- split(x, ind)
> yc <- split(y, ind)
> for (i in 1:length(yc)) {

plot(xc[[i]], yc[[i]])

1 to be discussed later, or use xyplot from package lattice.

p. 42  http://cran.r-project.org/doc/manuals/R-intro.pdf

> a <- b <- c <- 5

> d <- {a <- 3; b <- a+5
+  c <- b*2}
> d
[1] 16
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if statements

Conditions

if(condition) {
## expr1 if condition is TRUE

} else {
  ## expr2 if condition is FALSE
}

Diagram created with yEd from yWorks
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if statements

Conditions

foo <- function(x) {
if(x) {

cat("Condition was TRUE\n")
} else {

cat("Condition was FALSE\n")
}

}

> foo(x=TRUE)
Condition was TRUE

> foo(x=FALSE)
Condition was FALSE
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if statements

Conditions

mySqrt <- function(x) {
if(x>=0){

result <- sqrt(x)
} else {

warning("returned sqrt of abs. value")
result <- sqrt(abs(x))

}!
return(result)!

}

> mySqrt(x=7)
[1] 2.645751
> mySqrt(x=-7)
[1] 2.645751
Warning message:
In mySqrt(x = -7) : need positive argument, took sqrt of absolute value
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if statements

Conditions

mySqrt <- function(x) {
if(x>=0){

result <- sqrt(x)
} else {

warning("returned sqrt of abs. value")
result <- sqrt(abs(x))

}!
return(result)!

}

The value of a grouped expression is the result of the last 
expression in the group evaluated!
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if statements

Conditions

mySqrt <- function(x) {
if(x>=0){

sqrt(x)
} else {

warning("returned sqrt of abs. value")
sqrt(abs(x))

}!!
}

The value of a grouped expression is the result of the last 
expression in the group evaluated.

However this might not be clear to someone 
who reads your code - or to yourself when 
reading your code after a while!
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if statements

Conditions

> if(c(FALSE,FALSE,TRUE)) {
+   5
+ } else {
+   6
+ }
> [1] 6
Warning message:
In if (c(FALSE, FALSE, TRUE)) { :
  the condition has length > 1 and only the first element will be used

if does not act element-wise on the condition expression

but ifelse does

> ifelse(c(FALSE,FALSE,TRUE),5,6)
[1] 6 6 5
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if statements

Conditions

if(a>3 && b<3) {
cat("condition is TRUE\n")

} else {
cat("condition is FALSE\n")

}

if does not act element-wise on the condition expression

‣ hence use “short-circuit” logical operators && and ||

‣ also remember operator precedences

> ?Syntax
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if statements

Conditions

if(x<0) {

} else if(x<4) {

} else if(x<8) {

} else {

}
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if statements

Conditions

if(x<0) {

} else if(x<4) {

} else if(x<8) {

} else {

}
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if statements

Conditions

if(x<0) {

} else if(x<4) {

} else if(x<8) {

} else {

}

{ } are part of the grouped expression!
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if statements

Conditions

if(x<0) {

} else if(x<4) {

} else if(x<8) {

} else {

}

x0 4 8
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if statements

Conditions

if(x<0) {

} else if(x<4) {

} else if(x<8) {

} else {

}

if(x<0) {

} else {
    if(x<4) {

    } else {
        if(x<8) {

        } else {
        
        }
    }
}
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if statements

Conditions

if(x = 'a') {

} else {
  
}

Assignment! Does not return a logical value.

if(x == 'a') {

} else {
  
}

correct

Use

is.na()

is.logical()

is.list()

is.nan()

is.infinite()
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is. functions

Conditions

> apropos('^is\\.')
 [1] "is.array"              "is.atomic"             "is.call"               "is.character"         
 [5] "is.complex"            "is.data.frame"         "is.double"             "is.element"           
 [9] "is.empty.model"        "is.environment"        "is.expression"         "is.factor"            
[13] "is.finite"             "is.function"           "is.infinite"           "is.integer"           
[17] "is.language"           "is.leaf"               "is.list"               "is.loaded"            
[21] "is.logical"            "is.matrix"             "is.mts"                "is.na"                
[25] "is.na.data.frame"      "is.na.numeric_version" "is.na.POSIXlt"         "is.na<-"              
[29] "is.na<-.default"       "is.na<-.factor"        "is.name"               "is.nan"               
[33] "is.null"               "is.numeric"            "is.numeric_version"    "is.numeric.Date"      
[37] "is.numeric.difftime"   "is.numeric.POSIXt"     "is.object"             "is.ordered"           
[41] "is.package_version"    "is.pairlist"           "is.primitive"          "is.qr"                
[45] "is.R"                  "is.raster"             "is.raw"                "is.real"              
[49] "is.recursive"          "is.relistable"         "is.single"             "is.stepfun"           
[53] "is.symbol"             "is.table"              "is.ts"                 "is.tskernel"          
[57] "is.unsorted"           "is.vector"            

regular expression
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for loop

Loops

for(i in 1:10) {
# do something 10 times

}
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for loop

Loops

for(i in 1:10) {
! cat(paste('run',i,'\n'))
}
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for loop

Loops

for(i in 1:10) {
! cat(paste('run',i,'\n'))
}

c(1,2,3,4,5,6,7,8,9,10)
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for loop

Loops

for(i in 1:10) {
! cat(paste('run',i,'\n'))
}

c(1,2,3,4,5,6,7,8,9,10)
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for loop

Loops

for(i in 1:10) {
! cat(paste('run',i,'\n'))
}

c(1,2,3,4,5,6,7,8,9,10)

{ i <- 1
  cat(paste('run',i,'\n')) }
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for loop

Loops

for(i in 1:10) {
! cat(paste('run',i,'\n'))
}

c(1,2,3,4,5,6,7,8,9,10)

{ i <- 2
  cat(paste('run',i,'\n')) }
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for loop

Loops

for(i in 1:10) {
! cat(paste('run',i,'\n'))
}

c(1,2,3,4,5,6,7,8,9,10)

{ i <- 3
  cat(paste('run',i,'\n')) }
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for loop

Loops

for(i in 1:10) {
! cat(paste('run',i,'\n'))
}

c(1,2,3,4,5,6,7,8,9,10)

{ i <- 10
  cat(paste('run',i,'\n')) }
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for loop

Loops

for(i in 1:10) {
! cat(paste('run',i,'\n'))
    Sys.sleep(1)
}
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for loop

Loops

for(i in 1:10) {
! cat(paste('run',i,'\n'))
    Sys.sleep(1)
}
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for loop

Loops

x <- c(0.2, 0.11, rep(0,98))

for(i in 3:length(x)) {
x[i] <- (a*x[i-1]+b*sqrt(x[i-2]))^2

}

xi = (axi�1 + b

p
xi�2)

2
, x0 = 0.2, x1 = 0.11
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for loop

Loops

xi = (axi�1 + b

p
xi�2)

2
, x0 = 0.2, x1 = 0.11

x <- c(0.2, 0.11)

for(i in 3:100) {
! x[i] <- (a*x[i-1]+b*sqrt(x[i-2]))^2
}
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for loop

Loops

xi = (axi�1 + b

p
xi�2)

2
, x0 = 0.2, x1 = 0.11

x <- c(0.2, 0.11)

for(i in 3:100) {
! x <- c(x, (a*x[i-1]+b*sqrt(x[i-2]))^2)
}!
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for loop

Loops

> system.time({
+ !x <- c(0.2, 0.11, rep(0,100000-2))
+ !for(i in 3:length(x)) {
+ !! x[i] <- (a*x[i-1]+b*sqrt(x[i-2]))^2
+ !}
+ })
   user  system elapsed 
  0.433   0.003   0.435 

> a <- .77; b <- .32

> system.time({
+ !x <- c(0.2, 0.11)
+ !for(i in 3:100000) {
+ !! x[i] <- (a*x[i-1]+b*sqrt(x[i-2]))^2
+ !}! ! !
+ })
   user  system elapsed 
 22.181   1.277  23.305 

> system.time( {
+ !x <- c(0.2, 0.11)
+ !for(i in 3:100000) {
+ !! x <- c(x, (a*x[i-1]+b*sqrt(x[i-2]))^2)
+ !}! !
+ })
   user  system elapsed 
 23.268   1.694  24.828 
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for loop

Loops

Ram
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for loop

Loops

Ram

x <- rep(0,4)
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for loop

Loops

Ram

x <- rep(0,4) x
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for loop

Loops

Ram

x <- rep(0,4) x

x <- c(x,1)

## or

x[5] <- 1
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for loop

Loops

Ram

x <- rep(0,4)

x
x <- c(x,1)

## or

x[5] <- 1
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for loop

Loops

Ram

x <- rep(0,4)

x
x <- c(x,1)

## or

x[5] <- 1
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while loop

Loops

> i <- 0
> while(i<4){
+ ! cat('run with i=',i,'\n')+ ! i 
<- i+1
+ }
run with i= 0
run with i= 1
run with i= 2
run with i= 3 
>
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for loop

Loops

Chapter 9: Grouping, loops and conditional execution 43

abline(lsfit(xc[[i]], yc[[i]]))
}

(Note the function split() which produces a list of vectors obtained by splitting a larger
vector according to the classes specified by a factor. This is a useful function, mostly used
in connection with boxplots. See the help facility for further details.)

Warning: for() loops are used in R code much less often than in compiled
languages. Code that takes a ‘whole object’ view is likely to be both clearer
and faster in R.

Other looping facilities include the

> repeat expr

statement and the

> while (condition) expr

statement.

The break statement can be used to terminate any loop, possibly abnormally. This is
the only way to terminate repeat loops.

The next statement can be used to discontinue one particular cycle and skip to the
“next”.

Control statements are most often used in connection with functions which are discussed
in Chapter 10 [Writing your own functions], page 44, and where more examples will emerge.

p. 43  http://cran.r-project.org/doc/manuals/R-intro.pdf
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sapply and lapply

Apply a Function over a List or Vector

> lapply(1:3, FUN = function(x) {
+ ! x^2
+ })

> sapply(1:3, FUN = function(x) {
+ ! x^2
+ })
[1] 1 4 9

returns a list

tries to simplify the data structure of 
the returned object

[[1]]
[1] 1

[[2]]
[1] 4

[[3]]
[1] 9
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sapply and lapply

Apply a Function over a List or Vector

> sapply(Journals, FUN = function(x) {
    is.factor(x)
})
       title    publisher      society        price        pages       charpp 
       FALSE         TRUE         TRUE        FALSE        FALSE        FALSE 
   citations foundingyear         subs        field 
       FALSE        FALSE        FALSE         TRUE 

sapply(Journals, is.factor) is equivalent
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sapply and lapply

Apply a Function over a List or Vector

o <- sapply(r, FUN = function(x) {
! if(x < 0.3) {
! ! 1
! } else if(x < 0.5) {
! ! 2
! } else if(x < 0.7) {
! ! 3
! } else {
! ! 4
! }
})

r <- runif(100000)

ofor <- rep(-1,length(r))
for(i in 1:length(r)) {
! if(r[i] < 0.3) {
! ! ofor[i] <- 1
! } else if(r[i] < 0.5) {
! ! ofor[i] <- 2
! } else if(r[i] < 0.7) {
! ! ofor[i] <- 3
! } else {
! ! ofor[i] <- 4
! }!
}

!oassign <- rep(4,length(r))
!oassign[r < 0.3] <- 1
!oassign[r >= 0.3 & r < 0.5 ] <- 2
!oassign[r>= 0.5 & r < 0.7] <- 3

   user  system elapsed 
  0.013   0.001   0.016 

   user  system elapsed 
  0.341   0.001   0.340 

   user  system elapsed 
  0.294   0.002   0.294 
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apply

Apply Functions Over Array Margins

mat <- matrix(c(1,1,1, 3,2,4, 2,2,4, 6,6,1),
              byrow = TRUE, ncol = 3)

1 1 1

3 2 4

2 2 4

6 6 1

mat

> apply(X=mat, MARGIN=1, FUN=function(row) {
+    mean(row)*sd(row)
+ })

[1]  0.000000  3.000000  3.079201 12.509256

> apply(mat,2,sum)
[1] 12 11 10
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tapply

Apply a Function Over a Ragged Array

> with(Journals, tapply(price,field,mean))

                General        Economic History             Specialized 
               319.7500                139.0000                322.5000 
           Area Studies       Interdisciplinary                   Labor 
               338.5714                404.5000                178.0000 
            Development      Consumer Economics      Management Science 
               456.6364                184.5000                430.6667 
                Finance               Insurance          Public Finance 
               552.2727                499.0000                359.9167 
     Urban and Regional              Demography Industrial Organization 
               445.2500                177.3333                365.8333 
               Business            Econometrics  Agricultural Economics 
               569.2857                800.6000                247.5000 
      Natural Resources       Law and Economics           International 
               698.0000                160.6667                713.6667 
         Macroeconomics                  Theory                  Health 
               401.6667                895.8750                692.5000 
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Functions
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10 Writing your own functions

As we have seen informally along the way, the R language allows the user to create objects
of mode function. These are true R functions that are stored in a special internal form and
may be used in further expressions and so on. In the process, the language gains enormously
in power, convenience and elegance, and learning to write useful functions is one of the main
ways to make your use of R comfortable and productive.

It should be emphasized that most of the functions supplied as part of the R system,
such as mean(), var(), postscript() and so on, are themselves written in R and thus do
not di↵er materially from user written functions.

A function is defined by an assignment of the form

> name <- function(arg_1, arg_2, ...) expression

The expression is an R expression, (usually a grouped expression), that uses the arguments,
arg i, to calculate a value. The value of the expression is the value returned for the function.

A call to the function then usually takes the form name(expr_1, expr_2, ...) and may
occur anywhere a function call is legitimate.

10.1 Simple examples

As a first example, consider a function to calculate the two sample t-statistic, showing “all
the steps”. This is an artificial example, of course, since there are other, simpler ways of
achieving the same end.

The function is defined as follows:

> twosam <- function(y1, y2) {
n1 <- length(y1); n2 <- length(y2)
yb1 <- mean(y1); yb2 <- mean(y2)
s1 <- var(y1); s2 <- var(y2)
s <- ((n1-1)*s1 + (n2-1)*s2)/(n1+n2-2)
tst <- (yb1 - yb2)/sqrt(s*(1/n1 + 1/n2))
tst

}

With this function defined, you could perform two sample t-tests using a call such as

> tstat <- twosam(data$male, data$female); tstat

As a second example, consider a function to emulate directly the Matlab backslash
command, which returns the coe�cients of the orthogonal projection of the vector y onto
the column space of the matrix, X. (This is ordinarily called the least squares estimate of
the regression coe�cients.) This would ordinarily be done with the qr() function; however
this is sometimes a bit tricky to use directly and it pays to have a simple function such as
the following to use it safely.

Thus given a n by 1 vector y and an n by pmatrixX thenX y is defined as (XTX)�XTy,
where (XTX)� is a generalized inverse of X 0X.

> bslash <- function(X, y) {
X <- qr(X)
qr.coef(X, y)

p. 44  http://cran.r-project.org/doc/manuals/R-intro.pdf
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Functions
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10 Writing your own functions

As we have seen informally along the way, the R language allows the user to create objects
of mode function. These are true R functions that are stored in a special internal form and
may be used in further expressions and so on. In the process, the language gains enormously
in power, convenience and elegance, and learning to write useful functions is one of the main
ways to make your use of R comfortable and productive.

It should be emphasized that most of the functions supplied as part of the R system,
such as mean(), var(), postscript() and so on, are themselves written in R and thus do
not di↵er materially from user written functions.

A function is defined by an assignment of the form

> name <- function(arg_1, arg_2, ...) expression

The expression is an R expression, (usually a grouped expression), that uses the arguments,
arg i, to calculate a value. The value of the expression is the value returned for the function.

A call to the function then usually takes the form name(expr_1, expr_2, ...) and may
occur anywhere a function call is legitimate.

10.1 Simple examples

As a first example, consider a function to calculate the two sample t-statistic, showing “all
the steps”. This is an artificial example, of course, since there are other, simpler ways of
achieving the same end.

The function is defined as follows:

> twosam <- function(y1, y2) {
n1 <- length(y1); n2 <- length(y2)
yb1 <- mean(y1); yb2 <- mean(y2)
s1 <- var(y1); s2 <- var(y2)
s <- ((n1-1)*s1 + (n2-1)*s2)/(n1+n2-2)
tst <- (yb1 - yb2)/sqrt(s*(1/n1 + 1/n2))
tst

}

With this function defined, you could perform two sample t-tests using a call such as

> tstat <- twosam(data$male, data$female); tstat

As a second example, consider a function to emulate directly the Matlab backslash
command, which returns the coe�cients of the orthogonal projection of the vector y onto
the column space of the matrix, X. (This is ordinarily called the least squares estimate of
the regression coe�cients.) This would ordinarily be done with the qr() function; however
this is sometimes a bit tricky to use directly and it pays to have a simple function such as
the following to use it safely.

Thus given a n by 1 vector y and an n by pmatrixX thenX y is defined as (XTX)�XTy,
where (XTX)� is a generalized inverse of X 0X.

> bslash <- function(X, y) {
X <- qr(X)
qr.coef(X, y)
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10 Writing your own functions

As we have seen informally along the way, the R language allows the user to create objects
of mode function. These are true R functions that are stored in a special internal form and
may be used in further expressions and so on. In the process, the language gains enormously
in power, convenience and elegance, and learning to write useful functions is one of the main
ways to make your use of R comfortable and productive.

It should be emphasized that most of the functions supplied as part of the R system,
such as mean(), var(), postscript() and so on, are themselves written in R and thus do
not di↵er materially from user written functions.

A function is defined by an assignment of the form

> name <- function(arg_1, arg_2, ...) expression

The expression is an R expression, (usually a grouped expression), that uses the arguments,
arg i, to calculate a value. The value of the expression is the value returned for the function.

A call to the function then usually takes the form name(expr_1, expr_2, ...) and may
occur anywhere a function call is legitimate.

10.1 Simple examples

As a first example, consider a function to calculate the two sample t-statistic, showing “all
the steps”. This is an artificial example, of course, since there are other, simpler ways of
achieving the same end.

The function is defined as follows:

> twosam <- function(y1, y2) {
n1 <- length(y1); n2 <- length(y2)
yb1 <- mean(y1); yb2 <- mean(y2)
s1 <- var(y1); s2 <- var(y2)
s <- ((n1-1)*s1 + (n2-1)*s2)/(n1+n2-2)
tst <- (yb1 - yb2)/sqrt(s*(1/n1 + 1/n2))
tst

}

With this function defined, you could perform two sample t-tests using a call such as

> tstat <- twosam(data$male, data$female); tstat

As a second example, consider a function to emulate directly the Matlab backslash
command, which returns the coe�cients of the orthogonal projection of the vector y onto
the column space of the matrix, X. (This is ordinarily called the least squares estimate of
the regression coe�cients.) This would ordinarily be done with the qr() function; however
this is sometimes a bit tricky to use directly and it pays to have a simple function such as
the following to use it safely.

Thus given a n by 1 vector y and an n by pmatrixX thenX y is defined as (XTX)�XTy,
where (XTX)� is a generalized inverse of X 0X.

> bslash <- function(X, y) {
X <- qr(X)
qr.coef(X, y)
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10 Writing your own functions

As we have seen informally along the way, the R language allows the user to create objects
of mode function. These are true R functions that are stored in a special internal form and
may be used in further expressions and so on. In the process, the language gains enormously
in power, convenience and elegance, and learning to write useful functions is one of the main
ways to make your use of R comfortable and productive.

It should be emphasized that most of the functions supplied as part of the R system,
such as mean(), var(), postscript() and so on, are themselves written in R and thus do
not di↵er materially from user written functions.

A function is defined by an assignment of the form

> name <- function(arg_1, arg_2, ...) expression

The expression is an R expression, (usually a grouped expression), that uses the arguments,
arg i, to calculate a value. The value of the expression is the value returned for the function.

A call to the function then usually takes the form name(expr_1, expr_2, ...) and may
occur anywhere a function call is legitimate.

10.1 Simple examples

As a first example, consider a function to calculate the two sample t-statistic, showing “all
the steps”. This is an artificial example, of course, since there are other, simpler ways of
achieving the same end.

The function is defined as follows:

> twosam <- function(y1, y2) {
n1 <- length(y1); n2 <- length(y2)
yb1 <- mean(y1); yb2 <- mean(y2)
s1 <- var(y1); s2 <- var(y2)
s <- ((n1-1)*s1 + (n2-1)*s2)/(n1+n2-2)
tst <- (yb1 - yb2)/sqrt(s*(1/n1 + 1/n2))
tst

}

With this function defined, you could perform two sample t-tests using a call such as

> tstat <- twosam(data$male, data$female); tstat

As a second example, consider a function to emulate directly the Matlab backslash
command, which returns the coe�cients of the orthogonal projection of the vector y onto
the column space of the matrix, X. (This is ordinarily called the least squares estimate of
the regression coe�cients.) This would ordinarily be done with the qr() function; however
this is sometimes a bit tricky to use directly and it pays to have a simple function such as
the following to use it safely.

Thus given a n by 1 vector y and an n by pmatrixX thenX y is defined as (XTX)�XTy,
where (XTX)� is a generalized inverse of X 0X.

> bslash <- function(X, y) {
X <- qr(X)
qr.coef(X, y)
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foo <- function(a,b) {
 sqrt(sum(a^2,b^2))

}

> foo(a=3, b=4)
[1] 5
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Default arguments

Functions

multiply <- function(x,y, elementwise=TRUE) {
    if(elementwise) {
!!     return(x*y)!!
!    } else {
!!     return(sum(x*y))
!    }
}

> multiply(x=c(1,4,2), y=c(3,4,1))
[1]  3 16  2

> multiply(x=c(1,4,2), y=c(3,4,1), elementwise=FALSE)
[1] 21
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Named arguments

Functions

foo <- function(a,b,c=1,d=10,e=10^2,f=10^3,g=10^4) {
    a+b+c+d+e+f+g
}

> foo(a=0,b=0)
[1] 11111
> foo(0,0)
[1] 11111
> foo(0.1,0.01,0)
[1] 11110.11
> foo(0.1,0.01,0,0)
[1] 11100.11
> foo(0.1,0.01,0,f=0)
[1] 10110.11
> foo(0.1,0.01,0,f=0,0)
[1] 10100.11
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The Ellipsis “...”

Functions

myPlot <- function(x,y,...) {
    dev.new(pointsize=18)
    par(mai = c(1,1,1,1)/2)
    plot(x,y, type='n', xlab='', ylab='', axes=FALSE, ...)
    box(col='#E2307E', lwd=4)
    points(x,y, pch = 16, ...)
}

cols <- paste(c('#C4D5A5','#A885B9','#F8C850','#28457C'),'55',sep='')
with(iris, myPlot(Sepal.Length,Petal.Width, col=cols, cex=3))
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Local and Global Variables

Function

“Note that any ordinary assignments done within the function are local and temporary 
and are lost after exit from the function.”

> rm(list = ls())
> rm(list = ls())
> foo <- function() a <- 3 
> foo()
> ls()
[1] "foo"

> foo <- function() a <<- 3 
> foo()
> ls()
[1] "a"   "foo"
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“If global and permanent assignments are intended within a function, then either the 
"superassignment" operator, <<- or the function assign() can be used.”
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> no.dimnames(X)

This is particularly useful for large integer arrays, where patterns are the real interest
rather than the values.

10.6.3 Recursive numerical integration

Functions may be recursive, and may themselves define functions within themselves. Note,
however, that such functions, or indeed variables, are not inherited by called functions in
higher evaluation frames as they would be if they were on the search path.

The example below shows a naive way of performing one-dimensional numerical inte-
gration. The integrand is evaluated at the end points of the range and in the middle. If
the one-panel trapezium rule answer is close enough to the two panel, then the latter is
returned as the value. Otherwise the same process is recursively applied to each panel. The
result is an adaptive integration process that concentrates function evaluations in regions
where the integrand is farthest from linear. There is, however, a heavy overhead, and the
function is only competitive with other algorithms when the integrand is both smooth and
very di�cult to evaluate.

The example is also given partly as a little puzzle in R programming.

area <- function(f, a, b, eps = 1.0e-06, lim = 10) {
fun1 <- function(f, a, b, fa, fb, a0, eps, lim, fun) {

## function ‘fun1’ is only visible inside ‘area’
d <- (a + b)/2
h <- (b - a)/4
fd <- f(d)
a1 <- h * (fa + fd)
a2 <- h * (fd + fb)
if(abs(a0 - a1 - a2) < eps || lim == 0)

return(a1 + a2)
else {

return(fun(f, a, d, fa, fd, a1, eps, lim - 1, fun) +
fun(f, d, b, fd, fb, a2, eps, lim - 1, fun))

}
}
fa <- f(a)
fb <- f(b)
a0 <- ((fa + fb) * (b - a))/2
fun1(f, a, b, fa, fb, a0, eps, lim, fun1)

}

10.7 Scope

The discussion in this section is somewhat more technical than in other parts of this docu-
ment. However, it details one of the major di↵erences between S-Plus and R.

The symbols which occur in the body of a function can be divided into three classes;
formal parameters, local variables and free variables. The formal parameters of a function
are those occurring in the argument list of the function. Their values are determined by
the process of binding the actual function arguments to the formal parameters. Local

Chapter 10: Writing your own functions 49

variables are those whose values are determined by the evaluation of expressions in the
body of the functions. Variables which are not formal parameters or local variables are
called free variables. Free variables become local variables if they are assigned to. Consider
the following function definition.

f <- function(x) {
y <- 2*x
print(x)
print(y)
print(z)

}

In this function, x is a formal parameter, y is a local variable and z is a free variable.

In R the free variable bindings are resolved by first looking in the environment in which
the function was created. This is called lexical scope. First we define a function called cube.

cube <- function(n) {
sq <- function() n*n
n*sq()

}

The variable n in the function sq is not an argument to that function. Therefore it
is a free variable and the scoping rules must be used to ascertain the value that is to be
associated with it. Under static scope (S-Plus) the value is that associated with a global
variable named n. Under lexical scope (R) it is the parameter to the function cube since
that is the active binding for the variable n at the time the function sq was defined. The
di↵erence between evaluation in R and evaluation in S-Plus is that S-Plus looks for a
global variable called n while R first looks for a variable called n in the environment created
when cube was invoked.

## first evaluation in S
S> cube(2)
Error in sq(): Object "n" not found
Dumped
S> n <- 3
S> cube(2)
[1] 18
## then the same function evaluated in R
R> cube(2)
[1] 8

Lexical scope can also be used to give functions mutable state. In the following example
we show how R can be used to mimic a bank account. A functioning bank account needs to
have a balance or total, a function for making withdrawals, a function for making deposits
and a function for stating the current balance. We achieve this by creating the three func-
tions within account and then returning a list containing them. When account is invoked
it takes a numerical argument total and returns a list containing the three functions. Be-
cause these functions are defined in an environment which contains total, they will have
access to its value.

The special assignment operator, <<-, is used to change the value associated with total.
This operator looks back in enclosing environments for an environment that contains the
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> no.dimnames(X)

This is particularly useful for large integer arrays, where patterns are the real interest
rather than the values.

10.6.3 Recursive numerical integration

Functions may be recursive, and may themselves define functions within themselves. Note,
however, that such functions, or indeed variables, are not inherited by called functions in
higher evaluation frames as they would be if they were on the search path.

The example below shows a naive way of performing one-dimensional numerical inte-
gration. The integrand is evaluated at the end points of the range and in the middle. If
the one-panel trapezium rule answer is close enough to the two panel, then the latter is
returned as the value. Otherwise the same process is recursively applied to each panel. The
result is an adaptive integration process that concentrates function evaluations in regions
where the integrand is farthest from linear. There is, however, a heavy overhead, and the
function is only competitive with other algorithms when the integrand is both smooth and
very di�cult to evaluate.

The example is also given partly as a little puzzle in R programming.

area <- function(f, a, b, eps = 1.0e-06, lim = 10) {
fun1 <- function(f, a, b, fa, fb, a0, eps, lim, fun) {
## function ‘fun1’ is only visible inside ‘area’
d <- (a + b)/2
h <- (b - a)/4
fd <- f(d)
a1 <- h * (fa + fd)
a2 <- h * (fd + fb)
if(abs(a0 - a1 - a2) < eps || lim == 0)

return(a1 + a2)
else {

return(fun(f, a, d, fa, fd, a1, eps, lim - 1, fun) +
fun(f, d, b, fd, fb, a2, eps, lim - 1, fun))

}
}
fa <- f(a)
fb <- f(b)
a0 <- ((fa + fb) * (b - a))/2
fun1(f, a, b, fa, fb, a0, eps, lim, fun1)

}

10.7 Scope

The discussion in this section is somewhat more technical than in other parts of this docu-
ment. However, it details one of the major di↵erences between S-Plus and R.

The symbols which occur in the body of a function can be divided into three classes;
formal parameters, local variables and free variables. The formal parameters of a function
are those occurring in the argument list of the function. Their values are determined by
the process of binding the actual function arguments to the formal parameters. Local

Chapter 10: Writing your own functions 49

variables are those whose values are determined by the evaluation of expressions in the
body of the functions. Variables which are not formal parameters or local variables are
called free variables. Free variables become local variables if they are assigned to. Consider
the following function definition.

f <- function(x) {
y <- 2*x
print(x)
print(y)
print(z)

}

In this function, x is a formal parameter, y is a local variable and z is a free variable.

In R the free variable bindings are resolved by first looking in the environment in which
the function was created. This is called lexical scope. First we define a function called cube.

cube <- function(n) {
sq <- function() n*n
n*sq()

}

The variable n in the function sq is not an argument to that function. Therefore it
is a free variable and the scoping rules must be used to ascertain the value that is to be
associated with it. Under static scope (S-Plus) the value is that associated with a global
variable named n. Under lexical scope (R) it is the parameter to the function cube since
that is the active binding for the variable n at the time the function sq was defined. The
di↵erence between evaluation in R and evaluation in S-Plus is that S-Plus looks for a
global variable called n while R first looks for a variable called n in the environment created
when cube was invoked.

## first evaluation in S
S> cube(2)
Error in sq(): Object "n" not found
Dumped
S> n <- 3
S> cube(2)
[1] 18
## then the same function evaluated in R
R> cube(2)
[1] 8

Lexical scope can also be used to give functions mutable state. In the following example
we show how R can be used to mimic a bank account. A functioning bank account needs to
have a balance or total, a function for making withdrawals, a function for making deposits
and a function for stating the current balance. We achieve this by creating the three func-
tions within account and then returning a list containing them. When account is invoked
it takes a numerical argument total and returns a list containing the three functions. Be-
cause these functions are defined in an environment which contains total, they will have
access to its value.

The special assignment operator, <<-, is used to change the value associated with total.
This operator looks back in enclosing environments for an environment that contains the
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> no.dimnames(X)

This is particularly useful for large integer arrays, where patterns are the real interest
rather than the values.

10.6.3 Recursive numerical integration

Functions may be recursive, and may themselves define functions within themselves. Note,
however, that such functions, or indeed variables, are not inherited by called functions in
higher evaluation frames as they would be if they were on the search path.

The example below shows a naive way of performing one-dimensional numerical inte-
gration. The integrand is evaluated at the end points of the range and in the middle. If
the one-panel trapezium rule answer is close enough to the two panel, then the latter is
returned as the value. Otherwise the same process is recursively applied to each panel. The
result is an adaptive integration process that concentrates function evaluations in regions
where the integrand is farthest from linear. There is, however, a heavy overhead, and the
function is only competitive with other algorithms when the integrand is both smooth and
very di�cult to evaluate.

The example is also given partly as a little puzzle in R programming.

area <- function(f, a, b, eps = 1.0e-06, lim = 10) {
fun1 <- function(f, a, b, fa, fb, a0, eps, lim, fun) {
## function ‘fun1’ is only visible inside ‘area’
d <- (a + b)/2
h <- (b - a)/4
fd <- f(d)
a1 <- h * (fa + fd)
a2 <- h * (fd + fb)
if(abs(a0 - a1 - a2) < eps || lim == 0)

return(a1 + a2)
else {

return(fun(f, a, d, fa, fd, a1, eps, lim - 1, fun) +
fun(f, d, b, fd, fb, a2, eps, lim - 1, fun))

}
}
fa <- f(a)
fb <- f(b)
a0 <- ((fa + fb) * (b - a))/2
fun1(f, a, b, fa, fb, a0, eps, lim, fun1)

}

10.7 Scope

The discussion in this section is somewhat more technical than in other parts of this docu-
ment. However, it details one of the major di↵erences between S-Plus and R.

The symbols which occur in the body of a function can be divided into three classes;
formal parameters, local variables and free variables. The formal parameters of a function
are those occurring in the argument list of the function. Their values are determined by
the process of binding the actual function arguments to the formal parameters. Local
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variables are those whose values are determined by the evaluation of expressions in the
body of the functions. Variables which are not formal parameters or local variables are
called free variables. Free variables become local variables if they are assigned to. Consider
the following function definition.

f <- function(x) {
y <- 2*x
print(x)
print(y)
print(z)

}

In this function, x is a formal parameter, y is a local variable and z is a free variable.

In R the free variable bindings are resolved by first looking in the environment in which
the function was created. This is called lexical scope. First we define a function called cube.

cube <- function(n) {
sq <- function() n*n
n*sq()

}

The variable n in the function sq is not an argument to that function. Therefore it
is a free variable and the scoping rules must be used to ascertain the value that is to be
associated with it. Under static scope (S-Plus) the value is that associated with a global
variable named n. Under lexical scope (R) it is the parameter to the function cube since
that is the active binding for the variable n at the time the function sq was defined. The
di↵erence between evaluation in R and evaluation in S-Plus is that S-Plus looks for a
global variable called n while R first looks for a variable called n in the environment created
when cube was invoked.

## first evaluation in S
S> cube(2)
Error in sq(): Object "n" not found
Dumped
S> n <- 3
S> cube(2)
[1] 18
## then the same function evaluated in R
R> cube(2)
[1] 8

Lexical scope can also be used to give functions mutable state. In the following example
we show how R can be used to mimic a bank account. A functioning bank account needs to
have a balance or total, a function for making withdrawals, a function for making deposits
and a function for stating the current balance. We achieve this by creating the three func-
tions within account and then returning a list containing them. When account is invoked
it takes a numerical argument total and returns a list containing the three functions. Be-
cause these functions are defined in an environment which contains total, they will have
access to its value.

The special assignment operator, <<-, is used to change the value associated with total.
This operator looks back in enclosing environments for an environment that contains the
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    c <- n+8
}
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> no.dimnames(X)

This is particularly useful for large integer arrays, where patterns are the real interest
rather than the values.

10.6.3 Recursive numerical integration

Functions may be recursive, and may themselves define functions within themselves. Note,
however, that such functions, or indeed variables, are not inherited by called functions in
higher evaluation frames as they would be if they were on the search path.

The example below shows a naive way of performing one-dimensional numerical inte-
gration. The integrand is evaluated at the end points of the range and in the middle. If
the one-panel trapezium rule answer is close enough to the two panel, then the latter is
returned as the value. Otherwise the same process is recursively applied to each panel. The
result is an adaptive integration process that concentrates function evaluations in regions
where the integrand is farthest from linear. There is, however, a heavy overhead, and the
function is only competitive with other algorithms when the integrand is both smooth and
very di�cult to evaluate.

The example is also given partly as a little puzzle in R programming.

area <- function(f, a, b, eps = 1.0e-06, lim = 10) {
fun1 <- function(f, a, b, fa, fb, a0, eps, lim, fun) {
## function ‘fun1’ is only visible inside ‘area’
d <- (a + b)/2
h <- (b - a)/4
fd <- f(d)
a1 <- h * (fa + fd)
a2 <- h * (fd + fb)
if(abs(a0 - a1 - a2) < eps || lim == 0)

return(a1 + a2)
else {

return(fun(f, a, d, fa, fd, a1, eps, lim - 1, fun) +
fun(f, d, b, fd, fb, a2, eps, lim - 1, fun))

}
}
fa <- f(a)
fb <- f(b)
a0 <- ((fa + fb) * (b - a))/2
fun1(f, a, b, fa, fb, a0, eps, lim, fun1)

}

10.7 Scope

The discussion in this section is somewhat more technical than in other parts of this docu-
ment. However, it details one of the major di↵erences between S-Plus and R.

The symbols which occur in the body of a function can be divided into three classes;
formal parameters, local variables and free variables. The formal parameters of a function
are those occurring in the argument list of the function. Their values are determined by
the process of binding the actual function arguments to the formal parameters. Local
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variables are those whose values are determined by the evaluation of expressions in the
body of the functions. Variables which are not formal parameters or local variables are
called free variables. Free variables become local variables if they are assigned to. Consider
the following function definition.

f <- function(x) {
y <- 2*x
print(x)
print(y)
print(z)

}

In this function, x is a formal parameter, y is a local variable and z is a free variable.

In R the free variable bindings are resolved by first looking in the environment in which
the function was created. This is called lexical scope. First we define a function called cube.

cube <- function(n) {
sq <- function() n*n
n*sq()

}

The variable n in the function sq is not an argument to that function. Therefore it
is a free variable and the scoping rules must be used to ascertain the value that is to be
associated with it. Under static scope (S-Plus) the value is that associated with a global
variable named n. Under lexical scope (R) it is the parameter to the function cube since
that is the active binding for the variable n at the time the function sq was defined. The
di↵erence between evaluation in R and evaluation in S-Plus is that S-Plus looks for a
global variable called n while R first looks for a variable called n in the environment created
when cube was invoked.

## first evaluation in S
S> cube(2)
Error in sq(): Object "n" not found
Dumped
S> n <- 3
S> cube(2)
[1] 18
## then the same function evaluated in R
R> cube(2)
[1] 8

Lexical scope can also be used to give functions mutable state. In the following example
we show how R can be used to mimic a bank account. A functioning bank account needs to
have a balance or total, a function for making withdrawals, a function for making deposits
and a function for stating the current balance. We achieve this by creating the three func-
tions within account and then returning a list containing them. When account is invoked
it takes a numerical argument total and returns a list containing the three functions. Be-
cause these functions are defined in an environment which contains total, they will have
access to its value.

The special assignment operator, <<-, is used to change the value associated with total.
This operator looks back in enclosing environments for an environment that contains the

p. 48  http://cran.r-project.org/doc/manuals/R-intro.pdf

foo <- function(x,y,z=3) {
    a <- 3*x
    b <- a^4
    c <- n+8
}

Thursday, 15 November, 12

http://pcran.r-project.org/doc/manuals/R-intro.pdf
http://pcran.r-project.org/doc/manuals/R-intro.pdf


Scoping

Chapter 10: Writing your own functions 48

> no.dimnames(X)

This is particularly useful for large integer arrays, where patterns are the real interest
rather than the values.

10.6.3 Recursive numerical integration

Functions may be recursive, and may themselves define functions within themselves. Note,
however, that such functions, or indeed variables, are not inherited by called functions in
higher evaluation frames as they would be if they were on the search path.

The example below shows a naive way of performing one-dimensional numerical inte-
gration. The integrand is evaluated at the end points of the range and in the middle. If
the one-panel trapezium rule answer is close enough to the two panel, then the latter is
returned as the value. Otherwise the same process is recursively applied to each panel. The
result is an adaptive integration process that concentrates function evaluations in regions
where the integrand is farthest from linear. There is, however, a heavy overhead, and the
function is only competitive with other algorithms when the integrand is both smooth and
very di�cult to evaluate.

The example is also given partly as a little puzzle in R programming.

area <- function(f, a, b, eps = 1.0e-06, lim = 10) {
fun1 <- function(f, a, b, fa, fb, a0, eps, lim, fun) {

## function ‘fun1’ is only visible inside ‘area’
d <- (a + b)/2
h <- (b - a)/4
fd <- f(d)
a1 <- h * (fa + fd)
a2 <- h * (fd + fb)
if(abs(a0 - a1 - a2) < eps || lim == 0)

return(a1 + a2)
else {

return(fun(f, a, d, fa, fd, a1, eps, lim - 1, fun) +
fun(f, d, b, fd, fb, a2, eps, lim - 1, fun))

}
}
fa <- f(a)
fb <- f(b)
a0 <- ((fa + fb) * (b - a))/2
fun1(f, a, b, fa, fb, a0, eps, lim, fun1)

}

10.7 Scope

The discussion in this section is somewhat more technical than in other parts of this docu-
ment. However, it details one of the major di↵erences between S-Plus and R.

The symbols which occur in the body of a function can be divided into three classes;
formal parameters, local variables and free variables. The formal parameters of a function
are those occurring in the argument list of the function. Their values are determined by
the process of binding the actual function arguments to the formal parameters. Local
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variables are those whose values are determined by the evaluation of expressions in the
body of the functions. Variables which are not formal parameters or local variables are
called free variables. Free variables become local variables if they are assigned to. Consider
the following function definition.

f <- function(x) {
y <- 2*x
print(x)
print(y)
print(z)

}

In this function, x is a formal parameter, y is a local variable and z is a free variable.

In R the free variable bindings are resolved by first looking in the environment in which
the function was created. This is called lexical scope. First we define a function called cube.

cube <- function(n) {
sq <- function() n*n
n*sq()

}

The variable n in the function sq is not an argument to that function. Therefore it
is a free variable and the scoping rules must be used to ascertain the value that is to be
associated with it. Under static scope (S-Plus) the value is that associated with a global
variable named n. Under lexical scope (R) it is the parameter to the function cube since
that is the active binding for the variable n at the time the function sq was defined. The
di↵erence between evaluation in R and evaluation in S-Plus is that S-Plus looks for a
global variable called n while R first looks for a variable called n in the environment created
when cube was invoked.

## first evaluation in S
S> cube(2)
Error in sq(): Object "n" not found
Dumped
S> n <- 3
S> cube(2)
[1] 18
## then the same function evaluated in R
R> cube(2)
[1] 8

Lexical scope can also be used to give functions mutable state. In the following example
we show how R can be used to mimic a bank account. A functioning bank account needs to
have a balance or total, a function for making withdrawals, a function for making deposits
and a function for stating the current balance. We achieve this by creating the three func-
tions within account and then returning a list containing them. When account is invoked
it takes a numerical argument total and returns a list containing the three functions. Be-
cause these functions are defined in an environment which contains total, they will have
access to its value.

The special assignment operator, <<-, is used to change the value associated with total.
This operator looks back in enclosing environments for an environment that contains the
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foo <- function(x,y,z=3) {
    a <- 3*x
    b <- a^4
  c <- n+8

}
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Scoping

“In R the free variable bindings are resolved by first looking in 
the environment in which the function was created.  This is 
called lexical scope.”
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foo <- function(x,y,z=3) {
    a <- 3*x
    b <- a^4
    c <- n+8
}

n <- 8
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}
bar <- function() {
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It is good practice to

‣ pass all the variables a function needs to evaluate its body 
as arguments to the function.

‣ not modify any objects outside of the function body.

‣ use return values!

‣ i.e. do NOT use variable scoping!
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> search()

.GlobalEnvWorkspace or
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".GlobalEnv" "package:stats"

"package:graphics" "package:grDevices"

"package:utils" "package:datasets"

"package:methods" "Autoloads"

"package:base" 

[1]

[3]

[5]

[7]

[9]
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.GlobalEnvWorkspace or

> c <- function() { 5 }

c

> c()
[1] 5

> c(2,3)
Error in c(2, 3) : unused argument(s) (2, 3)
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.GlobalEnvWorkspace or

> c <- function() { 5 }

> c()
[1] 5

> rm(c)

> c(2,3)

> c(2,3)
Error in c(2, 3) : unused argument(s) (2, 3)

"package:base" 

c[1] 2 3
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> ls(name = "package:base")[1:40]
 [1] "-" "-.Date" "-.POSIXt"
 [4] ":" "::" ":::"
 [7] "!" "!.hexmode" "!.octmode"
[10] "!=" "(" "["
[13] "[.AsIs" "[.data.frame" "[.Date"
[16] "[.difftime" "[.factor" "[.hexmode"
[19] "[.listof" "[.noquote" "[.numeric_version"  
[22] "[.octmode" "[.POSIXct" "[.POSIXlt"
[25] "[.simple.list"        "[[" "[[.data.frame"     
[28] "[[.Date" "[[.factor" "[[.numeric_version" 
[31] "[[.POSIXct" "[[<-" "[[<-.data.frame"    
[34] "[[<-.factor" "[[<-.numeric_version" "[<-"
[37] "[<-.data.frame"       "[<-.Date" "[<-.factor"        
[40] "[<-.POSIXct"
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.GlobalEnvWorkspace or

> c <- function() { 5 }

> c()
[1] 5

> base::c(2,3)
[1] 2 3

> c(2,3)
Error in c(2, 3) : unused argument(s) (2, 3)

"package:base" 

c
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Objects

As mentioned earlier, everything in R is an object.

It would be nice to have a function, e.g. summary(), do 
something different depending on what “type of 
object” is given as an argument.

‣ summary() is then called a generic function

‣ the “object type” is called the class of an object

R has different approaches to program object oriented:

‣ S3,  S4  and  R5
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Object Oriented Programming

http://cran.r-project.org/doc/contrib/Genolini-S4tutorialV0-5en.pdf

We discuss S3 in these slides because it is used 
extensively in R.

However S4 and R5 are more modern and powerful

‣ For S4 read

‣ For R5 read

https://github.com/hadley/devtools/wiki/R5

Thursday, 15 November, 12

http://cran.r-project.org/doc/contrib/Genolini-S4tutorialV0-5en.pdf
http://cran.r-project.org/doc/contrib/Genolini-S4tutorialV0-5en.pdf
https://github.com/hadley/devtools/wiki/R5
https://github.com/hadley/devtools/wiki/R5


in S3

Generic Functions

> summary
function (object, ...) 
UseMethod("summary")
<bytecode: 0x7f8aedcc5e60>
<environment: namespace:base>

> methods("summary")
 [1] summary.Date            summary.PDF_Dictionary* summary.PDF_Stream*     summary.POSIXct        
 [5] summary.POSIXlt         summary.aov             summary.aovlist         summary.aspell*        
 [9] summary.connection      summary.data.frame      summary.default         summary.ecdf*          
[13] summary.factor          summary.glm             summary.infl            summary.lm             
[17] summary.loess*          summary.manova          summary.matrix          summary.mlm            
[21] summary.nls*            summary.packageStatus*  summary.ppr*            summary.prcomp*        
[25] summary.princomp*       summary.srcfile         summary.srcref          summary.stepfun        
[29] summary.stl*            summary.table           summary.tukeysmooth*   

   Non-visible functions are asterisked
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in S3

Generic Functions

> fit <- lm(Sepal.Length~Sepal.Width, data=iris)

> class(fit)
[1] "lm"

> summary(fit)
Call:
lm(formula = Sepal.Length ~ Sepal.Width, data = iris)

Residuals:
    Min      1Q  Median      3Q     Max 
-1.5561 -0.6333 -0.1120  0.5579  2.2226 

Coefficients:
            Estimate Std. Error t value Pr(>|t|)    
(Intercept)   6.5262     0.4789   13.63   <2e-16 ***
Sepal.Width  -0.2234     0.1551   -1.44    0.152    
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 

Residual standard error: 0.8251 on 148 degrees of freedom
Multiple R-squared: 0.01382,! Adjusted R-squared: 0.007159 
F-statistic: 2.074 on 1 and 148 DF,  p-value: 0.1519 

> summary(iris)
  Sepal.Length    Sepal.Width     Petal.Length    Petal.Width          Species  
 Min.   :4.300   Min.   :2.000   Min.   :1.000   Min.   :0.100   setosa    :50  
 1st Qu.:5.100   1st Qu.:2.800   1st Qu.:1.600   1st Qu.:0.300   versicolor:50  
 Median :5.800   Median :3.000   Median :4.350   Median :1.300   virginica :50  
 Mean   :5.843   Mean   :3.057   Mean   :3.758   Mean   :1.199                  
 3rd Qu.:6.400   3rd Qu.:3.300   3rd Qu.:5.100   3rd Qu.:1.800                  
 Max.   :7.900   Max.   :4.400   Max.   :6.900   Max.   :2.500   

object of class lm object of class data.frame
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in S3

Generic Functions

vector data frame

u v x y

list

(      , ,       )

You can add a class attribute to any object:

class= "A" class= "myData" class= c("Dog",
"Animal")
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in S3

Generic Functions

Wuffy <- list(name="Wuffy", age=5)
class(Wuffy) <- c("dog","animal")

Tom <- list(name="Tom", age=3)
class(Tom) <- c("cat","animal")

age <- function(x) {
  UseMethod("age")
}
age.animal <- function(x) {
  x$age
}
age.default <- function(x) {
  cat("Age is not defined for your object!\n")
}

> age(Wuffy)
[1] 5
> age(Tom)
[1] 3
> age(iris)
Age is not defined for your object!
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in S3

Generic Functions

Wuffy <- list(name="Wuffy", age=5)
class(Wuffy) <- c("dog","animal")

Tom <- list(name="Tom", age=3)
class(Tom) <- c("cat","animal")

talk <- function(x) {
  UseMethod("talk")
}
talk.dog <- function(x) {
  cat("Wuff Wuff!\n")
}
talk.cat <- function(x) {
  cat("Miaow!\n")
}
talk.default <- function(x) {
  cat("*Silence*\n")
}

> talk(Wuffy)
Wuff Wuff!
> talk(Tom)
Miaow!
> talk(4)
*Silence*
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